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and technological development have
been modest, and national-level sup-
port in the HLT area has been mar-
ginal.  Nevertheless, we can report on
some good results and on some very
promising prospects for the future.

Over the last decade, research into
spoken language technology in
Estonia has been concentrated main-
ly at the Laboratory of Phonetics and
Speech Technology, which is a part of
the Tallinn University of Technology’s
Institute of Cybernetics.  Beginning
virtually from scratch in the early
1990s, the laboratory has been devel-
oped into a modern research unit
which focuses on spoken Estonian.
The two main research fields – pho-
netics and speech technology – are
closely integrated and supported by
common speech resources and by a
well-established research infrastruc-
ture.

Another active research group in
speech technology is working at the
Institute of the Estonian Language.

RESOURCES FOR SPOKEN
ESTONIAN LANGUAGE

The following systematically de-
signed and assembled speech re-
sources are now at the disposal of re-
searchers:

1) The Estonian Phonetic
Database, often referred to as the
Estonian BABEL Database, was
developed under the EU’s COPERNI-
CUS programme, the project being
called “BABEL – a Multi-Language

INTRODUCTION
Efforts at developing interaction

between human beings and computers
over the last few decades have been di-
rected toward natural communica-
tions, using spoken language for input
and output alike.  For several lan-
guages, especially major ones,
progress in spoken language technolo-
gy has been impressive.  Research re-
sults have successfully been turned in-
to real products and services, and the
market for speech technology is
demonstrating growth trends.
According to the latest Euromap re-
port on progress with human language
technology (HLT) in the European
Union’s member states [1], the leading
positions right now are held by the
UK, Germany and France.  Perhaps
somewhat surprisingly, the
Netherlands and Finland are also
close to the top of the rankings.  For
the first three countries, the situation
can largely be attributed to major mar-
ket demands, while for the latter two
countries, the results are due to a va-
riety of simultaneous factors, includ-
ing a good environment for technologi-
cal developments, a relatively large
and strong research community, as
well as significant national-level sup-
port for the HLT area.

Estonia cannot be compared to the
leading countries in this area – there
are only some 1 million speakers of the
Estonian language, there are only
three small research groups in this
field of study, resources for research

Database”.  This took place between
1995 and 1998, and the aim was to de-
velop speech databases for five
Central and Eastern European lan-
guages – Bulgarian, Estonian,
Hungarian, Polish and Romanian.
The EUROM-1 database was chosen
as the prototype for all five languages.

The Estonian Phonetic Database
[2] is designed to fulfil the different
needs of phonetic researchers who are
focused on the Estonian sound system
and prosody.  The speech corpus was
recorded from 70 different speakers,
and it includes the following blocs:  
1) CVC blocs, which represent the ini-
tial and final consonants of words, as
well as the short and long vowels
which exist between consonants; 
2) number blocs which represent the
numbering system in the language; 
3) filler sentences, representing the
patterns of quantity degrees; and 
4) passages which represent intona-
tion, phrase and foot structures.

Approximately 15% of the signals
(the total duration of all signals was
about 12 hours) were manually seg-
mented and labelled at the phonemic
level, using SAMPA phonemic tran-
scription.

2) The Estonian Speaker
Recognition Corpus (SR Corpus)
has been developed in support of stud-
ies of speaker identification and veri-
fication.  The corpus includes three
sets of recordings made at different
time intervals.  The first set of record-
ings comes from the Estonian BABEL
Database, including recordings from
15 female and 15 male speakers.  New
recordings with the same group were
carried out in December 2001.
Speakers were asked to read out the
same texts (numbers, filler sentences
and passages) as had been used dur-
ing the recordings of the BABEL data-
base five years earlier.  Two consecu-
tive recording sessions were carried
out with each speaker, with around 15
minutes of interval between the ses-
sions.  Accordingly, the SR Corpus has
three sets of verbatim recordings –
one from 1996 and two from
December 2001.  These recordings,
with intervals of five years and then
15 minutes, yield valuable informa-
tion concerning long-term and short-
term variability in the vocal charac-
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teristics of speakers.
3) The Estonian SpeechDat-like

Database (Estonian SpeechDat) [3]
was developed recently, and it in-
cludes speech recordings from 1,300
speakers.  The database has been de-
signed to train several special-pur-
pose speech recognisers – recognition,
for instance, of isolated command
words, digit strings, numbers, dates
and continuous speech.  Possible ap-
plications include various voice-dri-
ven tele-services that are accessed via
fixed or cellular networks. The specif-
ic speaker verification corpus includes
speech items recorded by the same
speakers at different time intervals.
The Estonian corpus was compiled ac-
cording to the design and formats of
SpeechDat (http://www.speechdat.
org). 

In order to study the different
characteristics of non-native Estonian
speech, two specific corpora were de-
signed and recorded:

4) Finnish as spoken by
Estonians (the Finn-Est Corpus), in-
cluding recordings of Finnish texts, as
read by three female and six male na-
tive speakers of Estonian.

5) Estonian as spoken by
Russians (the Est-Rus Corpus), with
recordings of Estonian texts, as read
by 12 female and two male native
speakers of Russian. 

ESTONIAN 
TEXT-TO-SPEECH SYNTHESIS

Studies in this area have been pro-
ceeding at the Institute of Cybernetics
and the Institute of the Estonian
Language for more than 20 years.  In
the 1980s, various rule-based synthe-
sis systems were elaborated for the
Estonian, Russian and Finnish lan-
guages, making use of an electronic
source-filter model for this purposes.
An expert system was developed for
the purpose of further research.

In 1997, the two aforementioned
institutions joined together to develop
Estonian TTS, using a concatenating
synthesis model. The MBROLA
project (see http://tcts.fpms.ac.be/
synthesis/mbrola.html) was chosen as
the partner for the development of
Estonian TTS.

Experience with rule-based syn-
thesis showed that the most difficult
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aspect is to control the articulatory
transitions between neighbouring
sounds.  Therefore, the diphone-based
concatenating synthesis method was
chosen, as the natural co-articulatory
transitions are embedded in diphones
“by default”.

A prototype of the Estonian TTS
was developed in co-operation with the
Institute of Estonian Language and
Filosoft, Ltd.  The structure of the TTS
is shown in Figure 1.

Various language-specific problems
in the development of Estonian TTS
(compilation of the diphone database,
linguistic processing, prosody model-
ling, etc.) have been addressed in pre-
vious papers [4 and 5]. 

Another project that received fi-
nancing from the EU PHARE ACCESS
programme was called “An Estonian
Text-to-Speech Synthesiser for the
Blind” (2002).  The prototype that was
developed has been developed further,
producing a software package that is
compatible with MS Windows SAPI
4.0.  The prototype can be used togeth-
er with several screen reader pro-
grammes (JAWS, Zoomtext, etc.), but
it could easily be integrated into di-
verse applications in the MS Windows
environment.  It could also be trans-
ferred to other software platforms

such as Linux.
The synthesis package is freely

available for non-commercial and non-
military purposes, and it can be down-
loaded at http://www.phon.ioc.ee/
synt/.

In 2003, Meelis Mihkla from the
Institute of the Estonian Language,
Arvo Eek and Einar Meister from the
Institute of Cybernetics and Heiki-
Jaan Kaalep from Filosoft, Ltd., were
awarded the Estonian National
Science Prize for their research work
in this area.

AUTOMATIC SPEECH
RECOGNITION

Speech recognition is the process of
turning human speech into a corre-
sponding sequence of words.  There
have been great advances in this area
over the last few decades.  For lan-
guages such as English, many success-
ful speech recognition systems have
been developed, and commercial sys-
tems are widely available.

The objective of our work is to build
a speaker-independent large vocabu-
lary continuous speech recognition
system for Estonian.  In spite of active
research in the areas of phonetics and
computational linguistics, there have
been only minor attempts at develop-

Figure 1. The structure of the Estonian TTS
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word errors over the baseline word
form and the morpheme-based sys-
tem.

The recordings from the Estonian
BABEL Database were used to train
the acoustic models.  This resulted in
1,230 audio files, approximately 3:45
in duration.  Some of the same data-
base – approximately 16 minutes of
speech – was used to evaluate the per-
formance of the speech recogniser.

For training of the language mod-
el, a part of the Tartu University’s cor-
pus of the Estonian literary language
was used [6].  Most of the texts came
from two national newspapers –
Postimees and Eesti Ekspress, while
only 5% or so came from fictional lit-
erature that had been written in the
1990s.

The texts of the BABEL speech
corpora were used for language model
evaluation.  The texts are relatively
neutral in style, resembling fiction
more than newspaper articles.

IMPLEMENTATION OF 
THE LARGE-VOCABULARY
CONTINUOUS SPEECH
RECOGNITION SYSTEM

Next, let us take a short look at the
prototype system that was developed
and at some of the preliminary testing
results.  The basic units of recognition
are phonemes that are modelled by
hidden Markov models (HMMs) [7].  A
total of 22 phonemes, a silence and a
possible short pause between words
have been modelled.  Phonemes of
long or overly long duration are mod-
elled by a sequence of two short-dura-
tion models.

The agglutinative nature of the
Estonian language implies that there
is a huge number of words in all.  A
statistical language model of the
65,000 most frequent words, there-
fore, excludes a considerable portion
of words from any handout text.

In order to increase the coverage of
the recogniser’s vocabulary, sentences
can be modelled by sequences of word
segments, and the segments can be
reconstructed into word forms after
decoding.  In order to evaluate this ap-
proach in the case of the Estonian lan-
guage, two language models were cre-
ated – a baseline system which uses
word forms, as well as  a system which

ing a major Estonian speech recogni-
tion programme.  There are two rea-
sons for this.  First, there are only
around one million native Estonian
speakers, and that means that there is
little in the way of major corporate in-
terest in R&D in this area.  Second,
Estonian is an agglutinative language,
so words are heavily inflected depend-
ing on their syntactic role.  One or
more suffixes can be appended to verb
and noun stems, depending on their
syntactic and semantic function in the
sentence.  Compound words are writ-
ten together.  For instance, the word
“Eesti-keelse-te-ga-gi” can be transla-
ted as “Even with those in the
Estonian language.”

This makes the number of distinc-
tive words in the language very large.
A high out-of-vocabulary rate is to be
expected when words are used as
recognition units in a statistical lan-
guage model.  Also, the word order in
Estonian is much freer than is the case
in non-agglutinative languages such
as English.  That also makes it more
difficult to build a good language mod-
el.  In more simple sentences, word or-
der can be interchanged without
changing the meaning of the sentence,
although in general, a typical word or-
der exists, and the alternatives are
used to express some kind of meta-in-
formation (e.g., stress). 

There have recently been promis-
ing results in the area of speech recog-
nition in many agglutinative lan-
guages.  In order to increase vocabu-
lary coverage, sub-word units are used
as basic units in language modelling.
Sub-word units may be found through
morphological analysis, or they can be
discovered automatically on the basis
of various criteria.

We developed a prototype for a
large-vocabulary speech recogniser,
one that uses words, morphemes and
their classes in language modelling.
Inflected words are split (with some
constraints) into stems and endings,
and a morpho-analytical tool is used
for this purpose.  The resulting units
are automatically clustered into class-
es in order to increase the robustness
of the model.  Speech recognition ex-
periments with interpolated class and
morpheme-based language models
show a significant decline in the rate of

uses sub-word units.
The language model training texts

were processed by the morpheme
analyser, which marked the bound-
aries of word compounds in compound
words and marked the boundaries be-
tween stems and suffixes in inflected
word forms.  About 60% of the texts
were also processed via a tool which
expanded numbers and abbreviations
into corresponding words.  The tool al-
so divided the text into sentences by
looking a punctuation marks so as to
determine the sentence boundaries
heuristically.

After expansion of the numbers
and abbreviations, the training corpus
contained 15,062,109 word forms.  The
number of distinct word forms was
742,194.  After segmenting the corpus
into pseudo-morpheme units, the
number of tokens in the training text
increased to 19,242,465.  The total
number of distinct words after split-
ting was 234,770.

The coverage of the N number of
the most frequently occurring units
was measured for vocabulary sizes
from 10,000 to 60,000, while is close to
the maximum lexicon size for common
decoders.  The language modelling test
set consists of the sentences from the
BABEL speech database, as well as
two newspapers articles that were not
present in the training corpus.  The re-
sults are seen in Figure 2.  The out-of-
vocabulary rate for a 60,000-unit dic-
tionary of morphemes was 2.1%,
which is similar to results that have
been reported for other agglutinative
languages.

The lexicon of language models was
created from the 60,000 most frequent
units in the training data.  The perfor-
mance of the language model was
evaluated on the basis of sentences
from the BABEL speech database
which were later used for speech
recognition experiments.  The statis-
tics of the word form and the mor-
pheme models are given in Table 1.
Bigram and trigram hit values show
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Table 1.  Language model statistics

Word forms Morphemes
OOV rate 14.4% 2.9%
Bigram hits 67.2% 72.9%
Trigram hits 23.5% 27.5%
Perplexity 1,564 650
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the proportion of test set bigrams and
trigrams that were found in the lan-
guage models.  The perplexity mea-
sure for the morpheme model is much
lower than that of the word form mod-
el, but they shouldn’t be compared
with each other, because the models
operate on the basis of completely dif-
ferent token sets.

The bigram and trigram hit ratios
for the language models are relatively
low.  It is evident that because of the
limited amount of training text and
the free word order of the Estonian
language, simple trigrams are not
able to model the word occurrence cor-
relation with enough robustness.  In
order to generalise unseen and rare
word sequences in a better way, a
class-based morpheme trigram model
was created.  We used the word ex-
change algorithm to derive 1,000 mor-
pheme classes from the training texts,
and we trained a morpheme-class tri-
gram model.  The bigram and trigram
hit ratio of the class-based model is
94.2% and 53.3% respectively.  The
perplexity of the interpolated model
over the test text was 606, which was
a 7% improvement over the purely
morpheme model.

The recognition experiences were
run through the open source speech
recogniser Julius [8].

We measured the word, morpheme
and phoneme error rates in recogni-
tion.  The word error rates for the
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morpheme-based systems were ac-
quired by reconstructing the words
from the recognised morpheme units
after decoding.  Phoneme error rates
are measured by expanding the recog-
nised units to their corresponding
phonemes and comparing them with
reference transcriptions.  The results
are shown in Table 2.

HLT FINANCING IN ESTONIA
Research and development of HLT

in Estonia have been funded from a
variety of sources – the government
budget for scientific research, grants
from the Estonian Science
Foundation, the national “Estonian
Language and Cultural Heritage” pro-
gramme (1999–2003), the Estonian
Language Technology programme of
the Estonian Informatics Centre
(1998–2000), and the “Language
Technology and the Dictionaries of the
Institute of the Estonian Language”
project (2002–2003) of the Ministry of
Education and Research.  A total of
some EEK 2 million in funding was re-
ceived each year between 1998 and
2001, while around EEK 4 million per
year was received in 2002 and 2003.

A new national programme, “The
Estonian Language and National
Memory”, has now been launched for
the period between 2004 and 2008.
There is a sub-programme on lan-
guage technologies which has received
EEK 1.9 million in funding for 2004.

An ongoing EU FP5 IST accompa-
nying measures project that is called
“eVikings II: Establishment of the
Virtual Centre of Excellence for IST
RTD in Estonia” has also been of as-
sistance in this area.

CONCLUSIONS
Estonian spoken language tech-

nologies have advanced significantly
over the last 10 years.  Several
reusable speech resources have been
collected, a prototype for Estonian
text-to-speech synthesis has been de-

veloped, and active research is pro-
ceeding in the area of large-vocabulary
speech recognition.  We are still in the
R&D phase when it comes to develop-
ing language-specific technologies,
and it will take years to overcome the
technological gap between Estonian
and the big languages of the EU. ❏
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Table 2.  Recognition results 

Language model/ Word forms Morphemes Interpolated 
Error rate morphemes & classes
Words 37.7% 31.2% 28.3%
Morphemes N/A 28.8% 26.6%
Phonemes 10.1% 8.0% 7.6% 

Figure 2. The out-of-vocabulary rate
for different vocabularies


